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Agentic AI @ KFUPM — Kickoff Meeting

Thursday, 1 October 2026 1:00 – 3:00 PM CPG Auditorium, Building 78

1:00
Opening and Orientation

MC

1:03

CCM Dean’s Address

Dr. Abdullah Sultan

Dean, College of Computing & Mathematics

1:08

Remarks from the ISE Chair

Dr. Yasser Almoghathawi

Chairman, Industrial & Systems Engineering

1:13

Vision, Mission & Activities

Dr. Alaa Khamis

Coordinator of the Community

1:20
Agentic AI in Action: Case Studies

10 speakers · 5 minutes each → next slide

2:10
Coffee Break

10 minutes

2:20
Focus Groups

Formation, breakouts & coordinator selection

2:45
Highlights & Recommendations

Each group presents

2:55
Next Steps and Closing Remarks

Dr. Alaa Khamis

2 hours
one afternoon

9 items
on the programme

12 speakers
across KFUPM



Agentic AI in Action — Ten Case Studies

1:20 – 2:10 PM 5 minutes each 10 domains, one community

Dr. Maad Al Owaifeer

Institutional Intelligence

Dr. Yogesh Dwivedi

Business & Finance

Dr. Daniel Benevides da 
Costa

Telecommunication

Dr. Alaa Khamis

Smart Mobility & Logistics

Dr. Sunhwa Park

Process Safety

Dr. Ibrahim Wuni

Construction Scheduling and 
Cost Esimating

Dr. Muzammil Behzad

Multimodal Healthcare

Dr. Hamzah Luqman

Natural Language Processing

Dr. Burhan SaifAddin

Discovery & Lab Automation

Dr. Omar Hammad

Building Software Systems



Focus Group Themes: Eight Proposed Tracks – More can be added

2:20 – 2:45 PM Form a group, pick a coordinator Report back at 2:45

1

Education & Research

Agents that personalize learning, 
support teaching and accelerate 
discovery.

2

Industrial, Energy & 
Telecommunication Systems

Monitoring, maintenance and 
optimization across manufacturing, 
energy and networks.

3

Smart Mobility, Logistics & 
Cognitive Cities

Connected transport, fleets, traffic, 
logistics and city operations.

4

Multimodal Agentic AI for 
Healthcare

Clinical agents fusing multimodal data 
for diagnosis, monitoring and care 
coordination.

5

Arabic Agents for Public and 
Professional Services

Arabic-capable agents that understand 
local context and specialized 
terminology.

6

Agent Evaluation, Safety, 
Security & Governance

Evaluating capabilities and threats, and 
deploying responsibly in regulated 
domains.

7

Business & Finance

Workflow automation and decision 
support across finance, supply chains 
and risk.

8

Agents for Entrepreneurship

From opportunity discovery and 
validation to startup creation, fundraising 
and scaling.



Agentic AI @ KFUPM:

Objectives and Planned Activities

Dr. Alaa Khamis



What is Agentic AI?

Physical 
AIVLAAgentic 

AI
AI 

AgentsMLLMsChat-
GPTLLMsTrans-

formersGANs

2014 2017 2020 2022 2023 2024 2025 2026

2022 - 2023

5 releases

2024

8 releases

2025

13 releases

2026 year to date

12 releases

ChatGPT 3.5
Chat AI goes public

ChatGPT-4
Exam-level reasoning

o1
First reasoning 

model

ChatGPT-4o
Multimodal, 

voice

ChatGPT-5
Unified, auto-

routing

ChatGPT-5.6
Tiered; cyber, science

ChatGPT-6 Astra
Computer use, cyber, science

Dots
Autonomous background agents

Fable 5
First Mythos-class

Fable 5.1
Always-on thinking

Claude 1
Constitutional AI

Claude 2
100K-token context

Claude 3
Vision across 

tiers

Claude 3.5
Computer use

Claude 3.7
Extended thinking

Claude 4
Long-running 

agents
Source: OpenAI and Anthropic release announcements; Oliver Wyman Forum analysis

Always-on AI Agents



How can we keep up with this hyper-exponential growth?

Three habits of the modern learner

TRIBE

1

SELF-STUDY

2

IMMERSION

3

MODERN

EDUCATION

how we learn now

1 Finding Your Tribe

Connecting with like-minded peers, online communities 

and mentors to share knowledge, collaborate and grow 

together.

2 Self-Education

Using free or low-cost online resources, digital courses 

and practical tools to master subjects on your own terms.

3 Deep Immersions

Intense, short-term learning bursts such as workshops, 

hackathons, and conferences, to rapidly level up specific 

skills with your community.



Our Tribe: What the Community Survey Says

225 responses from across campus Explore. Share. Connect. Build.

Current role

Faculty 64

Researcher / Postdoc 23

Graduate student 95

Undergraduate student 24

Staff 18

Other 1

Familiarity with agentic AI

New to agentic AI 59

Basic understanding 82

Some practical experience 51

Actively researching agents 27

Advanced expertise 6

63% are new to agentic AI or at a basic level

Where the interest is

Which areas of agentic AI are you interested in? Multiple selections allowed.

Agentic AI applications in my discipline 129

Multi-agent systems 100

Agentic workflows and automation 98

AI agents and agent architectures 87

Human-AI collaboration 75

Reasoning and planning 71

Tool use and function calling 50

Retrieval-augmented agents 30

Evaluation, reliability and safety 30

Other 5

Working on an agentic AI project 80% are working on one or planning to

25% 55% 20%

Yes (57) Not currently, but planning to (123) No (45)



Agentic AI @ KFUPM: Objectives

Open to every center, college and department

Explore

Find out what agentic AI 

actually is, what it can and 

cannot do yet, and what it 

might mean for your own field.

Share

Show what you are working 

on, however early: papers, 

prototypes, failed experiments, 

useful tools, course material, 

hard-won lessons.

Connect

Meet the people across campus 

who care about the same 

problems you do, from 

engineering, science, computing, 

business, and the labs.

Build

Turn conversations into 

something real: a joint paper, a 

proposal, a student project, a 

lab prototype, a pilot with an 

industry partner.

A university-wide community bringing together faculty, researchers, students, and practitioners interested in exploring, 

building, and applying AI agents across disciplines.



Agentic AI @ KFUPM: Planned Activities

A steady rhythm through the year

MONTHLY

Monthly Community 

Meetup

One evening a month: a short 

talk, lightning updates from 

around campus, and open 

time to meet people.

ALWAYS ON

Research & 

Collaboration Groups

Small, self-organizing groups 

around a shared question: 

agents for scientific discovery, 

industrial operations, 

evaluation and safety, 

education, and more.

ALWAYS ON

Resource & Research 

Radar

A community-curated view of 

what to read, what to try, and 

what to watch: papers, tools, 

datasets, courses, and funding 

calls, sorted by how ready 

they are.

QUARTERLY

Quarterly Symposium

A half-day gathering four times 

a year: invited keynote, 

contributed talks, a poster and 

demo session, and a panel on 

where agentic AI is heading.

THROUGH THE YEAR

Demos, Challenges & 

Hackathons

Demo nights, multi-week 

challenges posed by labs and 

industry partners, and short 

hackathons where mixed 

teams ship something that 

works.

Every activity is open to the whole campus. Dates and details at agenticaikfupm.github.io 



Agentic Engineering Workshop at KFUPM

16 – 18 January 2027 (tentative) KFUPM campus, Dhahran Executive Forum and Practitioner Bootcamp

DAY 1

Executive Forum

Strategy and vision for senior leaders

09:10
Keynote: from generative AI to agentic 
engineering

11:00
Global trends and implications for 
Saudi industry

13:30
Panel: mobility, industrial operations, 
urban systems

15:30
Executive roundtable on a Saudi 
ecosystem

DAY 2

From Challenge to Concept

For engineers, R&D and innovation teams

08:30
Team formation and challenge 
allocation

09:00 Methods, architectures and toolchains

11:00 Frame the challenge with its owner

14:30
Ideate: agent roles, tools and 
boundaries

DAY 3

From Concept to Awards

Mentored build, then pitch to the panel

09:00 Architect the agentic solution

11:00 Build the value case

14:30 Team pitches and panel questions

16:00
Award ceremony and follow-on 
commitments

PITCH-OFF, JUDGING AND AWARDS      Judged by Dr. Dirk Slama and Dr. Alaa Khamis with the challenge owners

Eight-minute pitch, then five minutes of panel 
questions

Scored on framing, architecture, value case, 
assurance and adoption

Funded proof of concept, API credits and KFUPM 
certificates

ORGANIZERS, PARTNERS AND
TECHNICAL SPONSOR



Thank you!



Agentic AI in Action:

Case Studies



Agentic AI for Institutional Intelligence 

Dr. Maad Alowaifeer

SDAIA-KFUPM Joint Research Center for AI

Control and Instrumentation Engineering Department

Electrical Engineering Department



Workflow or agent? A spectrum, not a label

The question is how many run-time control decisions the model makes.

WORKFLOW AGENT
Control flow fixed in code The model implements its next action from observations

Fixed pipeline

Same steps, same order, every 

run. 

Augmented LLM

One tool behind the model, 

called once per request.

Bounded agent

The model picks the next step 

from what it observed, with a 

review gate and a stop rule.

Autonomous agent

The model plans, spawns sub-

tasks and decides when the 

goal is met. 

02



KFUPM Connect



KFUPM Connect

User

Main Agent

Author Ranker
Ranks authors  based 

on relevance and quality

Semantic Search Engine
          Find KFUPM authors with

          publications relative to the query.

LLM
        Explains how author backgrounds 

        align with user needs. 

Authors and their relative 
publications

Ranked authors and their 
relative publications

Author Search Tool

query, k

Search Results
k authors with summary of 

each



KFUPM Connect



Academic Headhunter



Academic Headhunter Agent

User

Candidate
Finder

Academic
Profiler

Personal
Profiler

Candidate
Filter

Candidate
Ranker

Job Description Candidates

Candidates with
academic

information

Candidates with
academic and public

personal information

Filtered candidatesRanked candidates



Academic Headhunter Agent



Academic Headhunter Agent



Research Map



Research Map

From a research request to reviewed results

INPUT

Institution + year or 

upload CSV

Coordinator agent

Delegate - check - decide

REVIEWED RESULTS

Maps • metrics

Report + evidence

Release

Tasks Results

Specialist agents + tools

Research agent

Verifies the institution 

ID; retrieves Scopus 

publications

Data agent

Cleans keywords; 

applies standard names 

via its LLM tool

Analysis agent

Baseline and 

comparison statistics; 

map and metrics

Processing 

agent

Groups similar 

keywords, syntactic and 

semantic

Validation agent

Verifies keyword groups; 

flags uncertain 

synonyms

Reporting agent

Explains findings with 

evidenc

Review agent

Approves exact output 

versions or returns 

corrections



Research Map



Research Map



Research Map



Research Map



Thank You

Credit: Raed Mughaus and Esam Jaafar



Agentic AI for Business & Finance

Dr. Yogesh K. Dwivedi

IRC for Finance and Digital Economy 

ISOM, KFUPM Business School



Four Use Cases Already in Motion

CUSTOMER SERVICE

Klarna AI assistant

2.3M
conversations in month one, 
two thirds of all chats

Source: Klarna (2024)

CREDIT DECISIONS

Credit risk memos at a retail bank

30%
faster turnaround, with up 
to 60% productivity gain

Source: McKinsey & Company (2025)

FINANCIAL CRIME

KYC and AML operations

2%
of global financial crime 
flows are detected today

Source: Verhagen et al. (2025)

AGENTIC PAYMENTS

Visa and Mastercard

150M+
Visa merchants reachable by 
agents since April 2025

Source: Lucas (2025)



Use Case: Agentic Investment Advisory

Source: Elgendy et al. (2025), Figure 1

01 Plan

Goals, risk and horizon split into 
four tasks.

02 Collaborate

Four agents use market, rules and 
trading tools.

03 Reflect

A critic agent checks goals before 
any order.

From one chatbot answer to a supervised team that plans, checks and executes.



Use Case: Strategic Business Planning

Source: Al-Bashrawi et al. (2026), Figure 3

01 Goal in

Grow share 15% in a year on a 
$500,000 budget.

02 Specialist agents

Market, strategy, finance, 
operations, compliance.

03 Plan out

A budgeted, scheduled plan for the 
founder.

One goal in, a budgeted and compliance checked plan out, with the founder approving.



Use Case: Agentic Travel and Payments

Source: Dwivedi et al. (2026), Figure 2

01 Decompose

Flights, hotels, activities and 
payment.

02 Transact

Agents call booking tools and 
Stripe.

03 Check

A critic agent clears budget and 
schedule first.
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Thank you!



Agentic AI in Communication Systems and 

Sensing

Prof. Daniel Benevides da Costa

Acting Director – IRC-CSS



Why Communication Systems Need Agents

02

The network changes while we are still measuring it due to mobility, blockage, interference and demand, 

which continuously reshape the wireless environment.

MOBILITY

❑ Users, vehicles and devices move constantly.

❑ The best decision a second ago may already be wrong.

BLOCKAGE

Radio paths appear and disappear as buildings, people and

objects move through the scene.

INTERFERENCE

An action in one cell changes conditions in neighboring cells,

which ripples across the network.

DEMAND

Traffic surges unpredictably at events, campuses and rush

hours, straining static configurations.

Reactive control sees the present; Agentic control evaluates possible futures.

Agentic AI @ KFUPM  •  IRC-CSS



Perception 

Cognition 

Action 

Camera Text Audio Sensors 

Multi-modal fusion 

Memory 

Knowledge Base 

Physical actions in real-world Monitors

Decision 

making 

Executing Tasks

Al Agent User 

Request 

Agentic AI 
System

Agentic AI @ KFUPM  •  IRC-CSS



Use Cases Of Agentic AI

Integrated sensing 

and communication 

(ISAC)

Predictive 

beamforming & 

interference 

management

Mobility & 

handover 

protection

Case Study 1 Case Study 2 Case Study 3

All three share one pattern:

observe → predict → decide → act → 

learn

Agentic AI @ KFUPM  •  IRC-CSS



Use Case 1 — Mobility & Handover Protection

Agentic AI @ KFUPM  •  IRC-CSS 06

THE PROBLEM

❑ A user moving through a campus or city crosses 

cell boundaries. Too late, the handover fails and 

the call or session drops.

WHAT THE AGENT DOES

By predicting each user's trajectory from sensing 

data and twin models, the agent prepares the next 

cell and allocates resources before the connection 

weakens.

VALUE Seamless mobility for people, vehicles, drones and IoT — no perceptible service interruption.

In practice

▸  Predict handovers seconds ahead instead of reacting to signal loss.

▸  Reserve resources on the target cell only when truly needed — saving capacity.



Use Case 2 — Predictive Beamforming and Interference Management

Agentic AI @ KFUPM  •  IRC-CSS 06

THE PROBLEM

❑ Today's beams react to the channel after it

degrades.

❑ Interference between cells is managed with fixed

rules that cannot anticipate congestion.

WHAT THE AGENT DOES

The agent generates plausible channel and

interference futures in the twin, stress-tests beam

choices against them, and steers beams before

quality drops.

VALUE Fewer dropped connections, higher throughput, and calmer networks during traffic surges.

In practice

▸ Generate dozens of “what-if” interference scenarios and rank beam configurations by robustness.

▸ Coordinate neighboring cells; thus, one cell's improvement does not become another's outage.



Use Case 3 — Integrated Sensing and Communication (ISAC)

Agentic AI @ KFUPM  •  IRC-CSS 06

THE PROBLEM

❑ Wireless signals already bounce off people, cars 

and objects — but networks treat this rich 

information as noise and discard it.

WHAT THE AGENT DOES

The agent fuses radar-like sensing with 

communication data: it detects objects and 

movement, updates the twin, and uses that 

awareness for control decisions.

VALUE
The network becomes a sensor: enabling traffic monitoring, safety, intrusion detection and 

environment awareness with no extra hardware.

In practice

▸  Sense-and-communicate on the same waveform and infrastructure.

▸  Use sensed motion to refine beam tracking and mobility prediction (Use Case 02).



Conclusion & Key 

Takeaways
Agentic AI is revolutionizing future 

communication and sensing technologies. 

Telcos Businesses must adapt as AI shapes the 

future of work. 

Agentic AI transforms AI from a model that 

provides an answer into an autonomous 

decision-making loop that continuously 

perceives, reasons, acts, and adapts.

Agentic AI @ KFUPM  •  IRC-CSS



Thank you!



Agentic AI for Smart Mobility and Logistics

Dr. Alaa Khamis

AI for Smart Mobility Lab 

IRC SML and ISE Department



AI for Smart Mobility Lab – IRC SML

1

Situational Awareness 

and Self-Awareness

Enabling vehicles to understand their 

surroundings and internal states through  

multimodal perception and causal observability.

2

Agentic Reasoning and 

Action

Building AI agents that perceive, reason, 

plan, act, and learn to deliver intent-driven, 

context-aware mobility services.

3

Advanced Optimization

Developing optimization methods for 

complex design, planning, and control 

problems across mobility, logistics, and 

transportation infrastructure.



Agentic AI for Seamless Integrated Mobility

>15%
Public transport share of  

urban trips, nationwide

Deanship of Research, KFUPM — Grant ECR241-ISE-301, 2025-2026.



Agentic AI for Seamless Integrated Mobility
Multimodal Trip Planning Frictionless Urban Parking Seamless Umrah Planning Mobility Service Bundling

                 
       

            

           

                       

             

                     

                                            

                 

                  

             
            

                      
         

              

                 
              

          

        
                    

               

                          

                          

      

             
            

            

                           

              

                      

       

                    

                   
                         
                  
                    

        

              

Presents an Agentic AI architecture and 

evaluation framework and demonstrates 

frictionless urban parking, where AI agents 

autonomously coordinate parking discovery, 

reservation, navigation, access, and payment.

Demonstrates personalized trip planning, where 

AI agents generate adaptive multimodal journeys 

based on user preferences, constraints, real-time 

conditions, and travel context.

Provides personalized mobility service bundles 

tailored to diverse user personas, mobility 

needs, and special events, seamlessly integrating 

multiple transport modes and services.

                

            

        

                                                     

          
                

    
                
            
       

    

                                          
  
  
  
  
  
 
  
  

       

         

                 

                       

                

                      

                     
            

                       

                         

                          

                     

                         

                  
            

                       

                        

              
     

        

        

                       
               

              
                          

          
          

           
          

            

            

                

              
          

                 
                

                    
                                     

              

                             

 1 patent filed, 1 ministry award, 3 Journal papers, 2 conference papers published and 2 keynote speeches delivered.



Rare-Event Data Augmentation

Khamis, A. (2026). Agentic Ontology-guided Image Generation and Evaluation for Rare-Event Data Augmentation in Safety-Critical Perception. Array. https://doi.org/10.1016/j.array.2026.100932. GitHub

https://doi.org/10.1016/j.array.2026.100932
https://github.com/ai4smlab/Rare-Event-Data-Augmentation


Rare-Event Data Augmentation

Figure: Examples of  generated images using a referenceless ontology-guided approach. (1) 

GPT-5 synthesis, (b): gpt-image-1 refinement, (c) Recommendation-driven regeneration,      

(d) Gemini 3 Pro synthesis, (e) Grok 4.20
Khamis, A. (2026). Agentic Ontology-guided Image Generation and Evaluation 

for Rare-Event Data Augmentation in Safety-Critical Perception. Array. 

https://doi.org/10.1016/j.array.2026.100932. GitHub

https://doi.org/10.1016/j.array.2026.100932
https://github.com/ai4smlab/Rare-Event-Data-Augmentation


SDV Code Generation

Orchestrator Agent   LLM planner · shared memory & context · tool routing · traceability log · human-in-the-loop approval gates at design, security & release

Requirements

• Stakeholder & feature 

requirements

• Safety (ISO 26262) & cyber 

(ISO/SAE 21434) goals

• Regulatory: UN R155 / 

R156

Requirements 

Agent

• Refine into user stories

• Acceptance criteria

• Map to COVESA VSS 

signals & APIs

Architect & 

Threat-Model 

Agent

• Service-oriented design

• TARA → security 

requirements

• Traceability matrix

Code Generation 

Agent

• Vehicle apps (Python / C++) 

on Velocitas & KUKSA SDK

• RAG over VSS & SDK docs

• Generates unit tests

Security & 

Review Agent

• SAST, MISRA / lint

• SCA, SBOM, secrets scan

• LLM peer code review

Build & Test 

Agent

• CI pipeline & containerize

• Unit / integration tests, 

coverage

• Sign artifacts0

VERIFICATION & VALIDATION

digital.auto Playground

TEST · VIRTUAL (SIL)

• Deploy prototype to the web-based playground

• Simulate VSS signals & vehicle APIs (SIL)

• Validate behaviour & UX vs. acceptance criteria

dreamKIT

TEST · HARDWARE-IN-THE-LOOP

• Deploy vehicle app to dreamKIT edge hardware

• Real-time run with KUKSA databroker & CAN / ECU I/O

• Performance, safety & penetration tests (HIL)

Release & Operate

RELEASE · DEPLOY · OPERATE

• Signed OTA roll-out (UN R156)

• Runtime monitoring & IDS (UN R155)

• Fleet telemetry → continuous improvement

passapprove

Signed buildDefects & failed tests → auto-fix loopField feedback → new requirements

Continuous security (shift-left) TARA · ISO/SAE 21434 SAST / DAST SCA & SBOM Secrets & policy-as-code Code & image signing Audit trail · UN R155/R156



VRU Adversarial Behavior Recognition 

1. Alaa Khamis, et al. VULNERABLE ROAD USERSS ADVERSARIAL 
BEHAVIOR RECOGNITION, P104517-PRI-NP-US01.

2. Alaa Khamis, et al. VULNERABLE ROAD USER’S ADVERSARIAL 
BEHAVIOR OPPORTUNITY AND CAPABILITY, P104518-PRI-NP-
US01.

3. Alaa Khamis, et al. RESPONSES TO VULNERABLE ROAD 
USER’S ADVERSARIAL BEHAVIOR, P104516-PRI-NP-US01.Source: Cruise’s Safety Record Over 1 Million Driverless Miles



VRU Adversarial Behavior Recognition 

VRUs of Interest:

• Pedestrians

• Cyclists

• Children

• Stroller

• Wheelchair

• Cane

• Elderly

• Distracted

• Jaywalker

• Low-enforcement 

officers

• Road construction 

workers

• …

S
it

u
a

ti
o

n
 A

w
a

re
n

e
ss

L3: Projection

Status of entities in the 
near future and 
possible consequences

L2: Comprehension

Relate situation entities

L1: Perception

Identify situation 
entities

L0: Sensing

Collect relevant data

Sensor Agent

Ego vehicle and 
intersection cameras, 
LiDAR, radar & V2X

Perception Agent

Detects & tracks 
pedestrians and 
cyclists

VLA Model

L3 · Predicts intent & 
path

“Will cross in ~2 s → 
high risk”

L2 · Reasons about 
behavior

“Distracted, looking   
at phone”

Decision Making/Support

Decision Agent: brake, slow 

down or warn driver / VRU



Agentic AI for Adaptive Traffic Signal Control

Natural Language Intent Planning Tool use

Traffic Operations Personnel

Multimodal Perception Reasoning Action

AI agents Signal Controllers

Intent/ Response Phase and timing Control

Input/Output Guardrails

» Understand traffic operations 

personnel natural 

queries/intents

» Understand who is where and 

where they intend to go

» Evaluate conflicts, 

risks, and future 

states

» Design optimal 

phase sequence 

and timing 

dynamically

» Execute and 

adapt signals in 

real time 



Thank you!



Human-Gated Agentic AI for HAZOP

Sunhwa Park, Ph.D.

Chemical Engineering, KFUPM



Why We Exist

3

We protect people and property from process-safety incidents.

HAZOP is the last safety net that finds hazards at the design stage. Making that HAZOP deeper and more consistent is what SERiD AI does.

People

Protecting lives

• Major process incidents cause 

irreversible loss of life

• Texas City refinery explosion (2005): 

15 fatalities, 180 injured — gaps in 

design and hazard review (US CSB)

• Finding more hazard scenarios, 

earlier, is the only prevention

Property

Protecting plant and 
production

• One release, fire or explosion = 

equipment loss + months or years of 

lost production + recovery cost

• Repeated groundwork cost — and 

missed hazards — at every revalidation 

and change

• A consistent HAZOP is the cheapest 

asset insurance

Trust

Environment and license to 
operate

• A plant without releases is a plant 

without flaring, emissions and clean-

up

• Audit-ready records with evidence and 

approval history 

(PSM · IEC 61511 · EU AI Act)

• Process-safety knowledge that survives 

workforce turnover

SERiD AI — the first human-gated agentic AI platform in process safety.  AI proposes, experts approve, every decision is traceable.



Who I Am
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Sunhwa Park, Ph.D.

Key experience

• Assistant Professor, KFUPM — founded and coordinating the 

Process Safety M.Sc. program

• M.Sc. Safety Engineering and Ph.D. Chemical Engineering, 

Texas A&M (Mary Kay O'Connor Process Safety Center)

• Risk consultant (Samsung Fire & Marine), senior researcher 

(LG Chem), design engineer (DL E&C), field engineer (BASF)



What We Solve

5

50–60 % of HAZOP preparation and meeting time goes into interpreting P&IDs and piecing process data together. Time 

buried in groundwork is time taken from finding hazards.

HAZOP time allocation

Typical HAZOP

Reading P&IDs and piecing process data  (50–60 %) Safety discussion

With SERiD AI  — target: groundwork cut by more than 50 %, safety discussion up by 50 %+

Groundwork Safety discussion — hazard scenarios · safeguard independence · residual risk

Time and cost

Days to weeks per unit; a single 
day of remote HAZOP costs about 
£2,500–4,000¹ — preparation is 
the largest share

Expert dependence 
and variance

Results and recommendations vary 
with team composition and 
facilitator skill — poor 
reproducibility

Disconnected data

Process data, regulations and past 
cases are not linked, so reuse and 
digital integration are hard

AI hallucination 
concerns

Consistency and reliability of 
generative-AI output — plants will 
not hand safety judgment to an AI

SERiD's answer — Human-Gated:  AI does the groundwork and the drafts; engineers keep the authority over process understanding and 
safety judgment; every decision is traceable to its evidence and approvals.

¹ OTECSA Consulting, How much does a HAZOP cost?



What We Do
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SERiD HAZOP — Steps 1 to 5 with Human Gates A · B · C

1 Study setup

Setting up the HAZOP 
study foundations

2
Process 
analysis

Process information 
linked and knowledge 
graph

A

Human 
gate

3 Node setup

Design-intent-based 
node analysis

B

Human 
gate

4
Scenario 
analysis

HAZOP performance

C

Human 
gate

5
Reporting and 
follow-up

Study report and 
action register

Process understanding, node and design intent, and HAZOP risk do not move to the next step without an engineer's approval.  * With AI assist · with human validation

Step 2 · Process interpretation — every record on the drawing carries 
position, source and confidence (client identifiers redacted)

Step 3 · Node-marked P&ID

Step 4 · Worksheet — one row per cause

90 %+
Component 
recognition 
accuracy

95 %+
Design intent 
matching

100 %
Results and 
evidence

ZDR
DB · zero data 
retention

PoC targets

Deviations · causes 
and consequences · 
safeguards · risk · 
recommendations



What We Do
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Process knowledge graph · Neo4j

Every element of a P&ID is stored as an ontology 
instance with its relations.

Class  32 Family  8 Instance  24 Equipment  2

FinalElement  5 HazopNode  1 Chemical  4 Drawing  1

• Drawing → ontology → node → scenario in one graph 

— every record with source, confidence, approval and 

revision

• Management of change

• LOPA and SIL verification inputs

• The safety layer of the enterprise digital twin

Dedicated network and DB  ·  Zero Data Retention (ZDR)



What You Get

8

HAZOP that protects people and property — lower HAZOP cost, more safety discussion, focus on the measures that matter.

1 Protecting people and property

• More hazard scenarios, found earlier 

— time moves from groundwork to 

hazards, safeguards and residual risk

• Consistent hazard coverage: fewer 

hazards missed because of team or 

facilitator

2 Total cost ↓ Safety discussion ↑

• P&ID and process-data groundwork 

cut by 50 %+ (target)

• Owners and operators: verified 

process knowledge reused at every 

revalidation

• EPC: HAZOP off the critical path, fewer 

late safeguard changes and rework

3 Consistent data, excellent reports

• Standardized, structured, traceable 

process-safety data → digital-twin 

safety layer

• Reused for MOC, LOPA/SIL, alarm 

rationalization and safe operating 

limits

≈ 110 engineer-days

8 specialists × 10 session 
days, plus preparation

»
≈ 60 engineer-days

50–60 % groundwork share
»

≈ 30 engineer-days 
returned

groundwork cut by more 
than half

»
≈ USD 35–45 k / unit

at USD 1,200–1,500 per 
engineer-day

»
≈ USD 0.7–0.9 M

20-unit revalidation 
program per cycle

Human-gated, not autonomous.  SERiD AI does not shorten HAZOP —
it gives HAZOP its time back, to protect people and property.





Closing

10

SERiD AI contributes to the digital transformation of process 

safety — protecting people and property with Human-Gated 

Agentic AI for HAZOP.



Thank you!



Agentic AI for Construction Scheduling and 

Cost Estimating

Dr. Ibrahim Yahaya Wuni

AECM Department and Research Scholar, IRC-CBM



Case Study 1: Agentic AI for Construction Scheduling

Figure 1. Overview of the Agentic Workflow for Construction 
Schedule Generation

Figure 2. Architecture the Intelligent Construction Scheduling 
Agent



Case Study 2: Agentic AI for Construction Cost Estimating

Figure 3. Overview of the Agentic Workflow from Construction 

Drawings to a Priced Bill of Quantities

Figure 4. Architecture of the Cost Estimating Agent



Thank you!



Multimodal Agentic AI for Healthcare

Dr. Muzammil Behzad

BRAIN Lab, SDAIA-KFUPM

Information and Computer Science Department



Multimodal Agentic AI for Healthcare
Dr. Muzammil Behzad

Assistant Professor of AI, Information and Computer Science Department
Research Fellow, SDAIA-KFUPM Joint Research Center for Artificial Intelligence

Founder and Director, BRAIN Lab

King Fahd University of Petroleum and Minerals, Saudi Arabia.

Email: muzammil.behzad@kfupm.edu.sa 
Homepage: https://www.muzammilbehzad.com/ 

BRAIN Lab LinkedINHomepageOfficialpage

mailto:muzammil.behzad@kfupm.edu.sa
https://www.muzammilbehzad.com/


Multimodal Agentic AI in Healthcare
A closed-loop clinical reasoning system 

An agent does more than generate a 
response. It maintains a clinical goal, selects 
evidence, calls validated tools, checks 
intermediate results, and escalates 
uncertainty.

Multimodal Agentic AI for Healthcare by Dr. Muzammil Behzad, October 2026.



Case Study: Evidence-based Multimodal Diagnosis

Case study: MedAgent-Pro
1. Disease-level plan: retrieve 

diagnostic criteria, define 
required indicators, and encode 
a structured decision path.

2. Patient-level execution: route 
fundus images or 3D 
echocardiography plus 
demographics and 
measurements to task-specific 
tool agents.

3. Evidence verification: preserve 
each quantitative or qualitative 
finding before the final 
diagnostic synthesis.

Wang et al., MedAgent-Pro, arXiv:2503.18968 (2025); Li et al., MMedAgent, arXiv:2407.02483 (2024). 

Failure mode: an incorrect plan can 
propagate across every downstream 
tool. Require criterion-level traceability 
and clinician override.

Multimodal Agentic AI for Healthcare by Dr. Muzammil Behzad, October 2026.



Case Study: Intervention Planning and Longitudinal Care

Case study: FUAS-Agents
For focused ultrasound ablation, the 
system combines patient profiles 
and MRI with specialist tools for 
segmentation, dose prediction, and 
guideline retrieval. The output is a 
personalized plan containing image-
based targets, dose parameters, 
and treatment strategy.

Zhang et al., FUAS-Agents: Autonomous Multi-Modal LLM Agents for Focused Ultrasound Surgery, 
arXiv:2505.21418 (2025); Yue et al., ClinicalAgent, arXiv:2404.14777 (2024).

Critical constraint: agents that can recommend or act 
need bounded permissions, reversible actions, 
provenance logs, and explicit human authorization at 
high-risk steps.

Multimodal Agentic AI for Healthcare by Dr. Muzammil Behzad, October 2026.



Agentic Healthcare: Build for Evidence, Not Autonomy

Minimum Safe Deployment Stack
1. Constrain multimodal inputs: Define supported modalities, input 

quality requirements, permitted tools, action boundaries, and 
uncertainty thresholds.

2. Ground cross-modal conclusions: Link every output to the relevant 
image region, video frame, signal interval, text passage, or structured 
feature.

3. Validate multimodal reasoning: Test missing or corrupted 
modalities, cross-modal conflicts, distribution shifts, tool failures, 
and modality dominance.

4. Evaluate the complete pipeline: Measure perception accuracy, 
cross-modal alignment, grounding quality, calibration, tool-selection 
accuracy, latency, and end-task performance.

5. Monitor after deployment: Log multimodal inputs, reasoning traces, 
tool calls, model versions, confidence changes, subgroup 
performance, and data drift.

Selected References
• Li, B. et al. MMedAgent: Learning to Use Medical Tools with Multi-

modal Agent. arXiv:2407.02483, 2024.
• Schmidgall, S. et al. AgentClinic: A Multimodal Agent Benchmark to 

Evaluate AI in Simulated Clinical Environments. arXiv:2405.07960, 
2024.

• Wang, Z. et al. MedAgent-Pro: Towards Evidence-based Multi-
modal Medical Diagnosis via Reasoning Agentic Workflow. 
arXiv:2503.18968, 2025.

• Xia, P. et al. MMedAgent-RL: Optimizing Multi-Agent Collaboration 
for Multimodal Medical Reasoning. arXiv:2506.00555, 2025.

• Zhang, Y. et al. FUAS-Agents: Autonomous Multi-Modal LLM Agents
for Focused Ultrasound Surgery. arXiv:2505.21418, 2025.

• MedAgentBoard: Benchmarking Multi-Agent Collaboration with 
Conventional Methods for Diverse Medical Tasks. 
arXiv:2505.12371, 2025.

Multimodal Agentic AI for Healthcare by Dr. Muzammil Behzad, October 2026.
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Agentic AI for Natural Language Processing

Dr. Hamzah Luqman

Information and Computer Science Department

SDAIA-KFUPM Joint-Research Center for AI



• An agent is an “intelligent” system that interacts with some 
“environment”

• An LLM agent is an agent that uses LLM to act

AI agent and LLM agent



ReAct
Interleave reasoning steps 

with actions such as search.

2022
Reflexion, Self-RAG

Agents critique their own 
outputs and decide when to 

retrieve.

2023

Tool protocols
MCP standardizes how 

agents connect to external 
tools and data.

2024
RL-trained agents

Search and tool policies are 
learned, not only prompted.

2025-26

The shift: the agent loop moved from hand-written prompts toward behavior optimized with feedback.

From prompting to trained agents

GPT, BERT
Large language models

2018



ReAct: Agents that reason and act

CoT

LLM

Reasoning
Zero-shot CoT

Self-consistency

…

Acting 

(Grounding, tool

use, etc.)

Game 

Robotics 

RAG

…

LLM agent (but not reasoning agent)

ReAct

New applications/ 
tasks/benchmarks

Web browsing Software

engineering Scientific

discovery

……

New methods

Memory, learning, planning,
multi-agent…

Reasoning agent



ReAct is general and effective



Multi-hop question answering

Question Decompose
Retrieve per 

hop
Answer

Deep research

Query
Search and 

read
Cross-check Cited report

Fact-checking, hallucination detection

Claim
Fetch 

evidence
Verify Label

Enterprise and domain search

Question
Pick tool or 

database
Retrieve

Grounded 
answer

NLP use cases: information access



Machine translation

Source text Draft
Review 
terms

Refine

Summarization

Long 
document

Split and 
summarize

Check vs 
source

Final 
summary

Data annotation

Raw text Pre-label Flag conflicts
Human 
review

Synthetic data creation

Seed 
prompts

Generate Filter quality Dataset

NLP use cases: generation and data



Task-oriented support dialogue

Ticket
Check 

knowledge 
base

Take action
Reply or 
hand off

Information extraction

Document
Extract 
entities

Validate 
schema

Structured 
data

LLM-as-judge evaluation

Task set
Generate 

tests
Run agent

Judge and 
report

Speech and sign pipelines

Audio or 
video

Recognize Translate
Generate 

output

NLP use cases: interaction and analysis



NLP use cases: Generating Social Media Posts



NLP use cases: Generating Social Media Posts



NLP use cases: Generating Social Media Posts



NLP use cases: Generating LinkedIn Post



Thank you!



Agentic AI for Scientific Discovery and Lab 

Automation

Dr. Burhan SaifAddin

Physics Department, College of Engineering and Physics



Agentic AI is doing to science what photography did to painting

Photography, 1839

THE MACHINE TOOK OVER

Likeness

PEOPLE MOVED TO

• Interpretation, feelings, etc.
• Skill (record keeping, etc.) 

became accessible for 
everyone 

Agentic workflows, now ?

THE MACHINE TOOK OVER

Routine execution of literature survey, 
collecting data, code writing, carrying out 
experiments 

PEOPLE MOVED TO

• Human understanding, Judgment, Tast,
• Acceleration 
• Skill became accessible for everyone 

≈

Photography became accessible to everyone. Most agents skills should be accessible to everyone

Dates: Daguerre’s photographic process announced in Paris, 1839; first Impressionist exhibition, Paris, 1874.



AI mathematics, 2022–2026: exponential improvement 

2026 Open research problems[1–4]

2025 Olympiad gold: 35 of 42[5,6]

2024 Olympiad silver: 28 of 42[5,7]

2022 Struggle at high-school competition problems[8]

What it is the cost?

9–900× cheaper per year[9]

$2,000 for ten Astra results[3]

$1–2k for the nine-loop 
result[10]

Assuming the exponential continues, in four years the abilities are unimaginable.

Sources: [1] L. Alpöge, announcement on X (20 Jul 2026) · [2] Anthropic, Riemann zeta (Aug 2026) · [3] OpenAI, Ten advances (Aug 2026) · [4] OpenAI on X (8 Sep 2026) · [5] The Decoder, IMO 2025 · [6] Analytics India Magazine (2025) · [7] Google 
DeepMind, AlphaProof (2024) · [8] Google Research, Minerva (2022) · [9] Epoch AI, LLM price trends · [10] Anthropic, Nine Loops (25 Sep 2026). Figures are company-reported unless noted. Inference at API rates; training cost not included.



Mathematics and AI: adoption, concern, alignment
Two meanings of “alignment”: mathematicians and AI companies, and mathematics for AI itself

Already here

1 in 4
new arXiv math papers disclosed AI use 
in August 2026 (through the 20th)[1]

March 4.75%

August 24.14%

A warning and feedback (Fields 
medallists):

“A Severe Misalignment of AI in 

Mathematics”[2]

• Solving famous problems is a proxy 
for human understanding, not the 
goal.

• Ideas need people to carry them into 
the human mathematical canon.

• Rushed announcements leave no 
time for write-ups or credit to earlier 
work.

Math for AI alignment
• AI alignment mainly a mathematical

problem[3].

• We need to figure out a way to align the 
objective function of AI systems with 
human values.

• Many pure mathematicians are 
switching to AI aliment and IA safety 
research. 

mathematics AI safety

math for alignment

Takeaway: the job shifts from solving to understanding, checking, and choosing what to ask.

Sources: [1] Jin, Ke & Sui, arXiv:2608.24961 · [2] T. Tao, Fields declaration (Sep 2026) · [3] X. He, exposition for mathematicians



Biology: agent-led discovery
950
agents

21 h
of searching

210M
tokens

A new CRISPR-like enzyme system in phage DNA: ART[1]

200,000+
reverse transcriptases gathered

3,500
new candidate systems

20
reports written

1
ART

Agents survey a protein 
family

A second pass drops most 
candidates

One agent spots a CRISPR-
like repeat array

function still unknown preprint all lab work done by people

Speed

≈4× faster, across 30+ 
models[2]

Binder design

≈100× fewer GPU hours 
for the same 
scores[2]

Agents search at scale; people run and check.

Sources: [1] Anthropic, ART (23 Sep 2026) · [2] Anthropic, biomolecular modeling (Sep 2026). Company reports; ART is a preprint. ART = 
array-associated reverse transcriptases.



Robotic labs: accelerated discovery & development of materials 

HOW THE AGENT RUNS THE LAB

AI agent

MCP · calls tools[1]

MHS · drives instruments[2]

Robotic lab · step 3

MCP and MHS make instruments callable, so checking becomes a loop.

[1] From Prompts to Protocols, arXiv:2605.16552 · [2] Anthropic, Previewing the Model Hardware Standard · Illustration: Aurora Programmable Cloud Lab, University of Utah

https://arxiv.org/abs/2605.16552
https://www.anthropic.com/news/model-hardware-standard-research-preview


Periodic Labs: a lab that trains the model

Make
robotic synthesis

PERIODIC NEON on FrontierXRD

55.3%
on X-ray analysis, up from 2.7%[2]

1T parameters[1]

Released Sept 2026

The lab is the training environment, so 
the model learns from real atoms.

[1] Periodic Labs, Introducing Periodic Neon (15 Sep 2026) · [2] Periodic Labs via L. Fedus on X, FrontierXRD, 134 samples (15 Sep 2026). Company-reported, internal benchmark.

Results feed the next round of predictions

https://periodic.com/news
https://x.com/AGTPinsights/status/2099957332490998180


NSF cloud laboratories: awardees
$400M
NSF funding

20
nodes (teams)

4 years
per award

Biology & biotech 3

Northwestern · DREAM

Boston University · CLAIRE

Maryland · CRAB Lab

Chemistry 3

Scripps Research

NC State · SPEED

Caltech · ELECTRA

2D, thin-film & quantum 4

Penn State · LATTICE

Utah · AURORA

Rice · READINESS

Purdue · ICoN-PCL

Polymers & soft materials 2

UC Santa Barbara · COAST

UChicago · PoLARIS

Electronics & manufacturing 2

Virginia Tech

Georgia Tech · AIMMPF

Multi-domain & standards 2

Carnegie Mellon

Stanford · GEMSTONE

+4 more nodes not yet identified

Source: [1] NSF announcement, 22 Jul 2026. Showing 16 of 20 nodes; grouping is illustrative, not NSF’s.



Materials discovery: propose, feedback, learn
Generating candidate crystals is cheap. Checking them is costly but is going to become cheaper.

1 PROPOSE

An LLM writes candidate 
crystal structures
• CrystalLang, a 7B model[1,2]

• Open Source LLM Models
• Microsoft Models 

running today

2 VERIFY · DFT

DFT checks candidates within a 
fixed budget

With collaborators or with VASP 
on KFUPM HPC[3]

3 VERIFY & Feedback · ROBOTS

Robots make and test the best 
candidates

Automated cloud lab[4]

proposal in progress

learn

WHAT WE HAVE SHOWN SO FAR

NeurIPS 2026 workshop · AI for Science Workshop at NeurIPS 2026
accepted[5]

What Does a Verification Budget Buy? Sampling and 
Training Levers in LLM-Driven Crystal Structure 
Generation

Crystals 2026 · published[6]

Crystal-X: edge-aware graph network 
for band gaps

ACM ICPS + MRS Fall 2026 · accepted[7]

Is Fine-Tuning Worth It?

Other emerging areas in physics and engineering : from high energy physics to chip design. 

Sources: [1] Hu et al., LoRA · [2] Shao et al., DeepSeekMath · [3] Kresse & Furthmüller (1996) · [4] NSF announcement (22 Jul 2026) · [5] author’s paper (NeurIPS workshop) · [6] author’s paper (Crystals 2026) · [7] author’s paper (ACM ICPS, MRS 
Fall). Dashed arrow: the step we are working towards.



Thank you!



Building Software Systems using Agentic AI

Dr. Omar Jamal Hammad, ICS, SDAIA



https://lecture-engagement.etlaq.app

HOW MUCH DOES IT TAKE



01

OUR DAILY WORK

A lot is still manual

Course files

Lecture preparation

Advising

Grading

Committee work

Flipped classroom activities



02

THE BOTTLENECK

We already have ideas

The technical barrier



03

THE QUESTIONS

What comes after the idea?

How do I build it?

Where do I publish it?

How do I test it?

Is the design good?

How are people using it?

How can I improve it?



04

AI makes this possible
TODAY

TODAY
TODAY



05

THE AUTOMATION SPECTRUM

Different ways to build with AI

Chat + code App builders

More manual More automated



06

MORE MANUAL

Ask for code. Copy it. Run it.

ChatGPT Claude Gemini



07

IN THE MIDDLE

Site-building skills

Backend and analytics

More setup to manage



08

MORE AUTOMATED

The full development cycle

Requirements

Design

Implementation

Testing

Publishing

Analytics

Integrations

Continuous improvement



09

AI APP BUILDERS

Tools you may already know

Replit Lovable v0Etlaq



10

ETLAQ

Etlaq is a KFUPM product
By colleagues and students you have taught





11

WHY ETLAQ

Local support. Local fit.

Local data

Local integrations

1-to-1 technical support

Lower-cost enterprise deals



Thank you!
Etlaq.sa



Breakout Sessions
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